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Motivation: Medical Images 

10M pixel raw retina image. Original size 3888 x 2592 

57x pixel down-sampling required to 
achieve CNN ‘suitable’ image size 

512 x 341 Image 



Motivation: Medical Images 

No Disease Disease 

We require the full image resolution to detect biomarkers for diagnosis 



Motivation: Large Images 

No Treatment Treatment 

We require the full image resolution to come to an appropriate medical 
conclusion from fundus images. 



Motivation: Speed of Training 

Modern neural network architectures are slow to train with large images on 
commercial GPUs due to their depth and complexity. The more intricate our model 
becomes the more our training time rapidly decreases for a large image. 

Residual18 

DenseNet 
InceptionV3 



Problem: Large Scale Convolution 

There is an exponential increase in the amount of sliding window convolution 
that is required in the spatial domain when increasing image size. 

Computational cost of CNN training is partly through the sheer amount of 
convolution that is required. 

Image u of size m x n and kernel k of size l1 x l2. 



Problem: Conventional CNNs 

Vast amounts of sliding window convolution in all forms of CNN 
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FCNN: Fourier Domain 

From the convolution theorem it is proven that 

The Fourier transform decomposes a function into the frequencies that make it up, in 
a way similar to how a musical chord can be expressed as the frequencies (or 
pitches) of its constituent notes.  

The Fourier transform of a function of an image is a complex-valued function of 
frequency, whose absolute value represents the amount of that frequency present in 
the original image, and whose complex argument is the offset of that frequency.  

i.e the Fourier of a convolved image is equal to the product of the Fourier of the kernel and the Fourier of the image 



FCNN: Fourier Domain 

Convert our original data to the Fourier domain (also known as 
Frequency domain) online or offline with augmentation 

Data then remains in the Fourier domain throughout the training process 



FCNN: Convolution 

Traditional Convolution: 
Sliding Window 

Pros: 
•  Localisation 
•  Parallelizable 

Cons: 
•  Relatively slow 
•  Fixed Kernel size 



FCNN: Fourier Convolution 

Pros: 
•  Faster  
•  Variable kernel size 
•  Scales better 

Fourier Convolution: Hadamard Product 

Cons: 
•  More parameters 
•  Boundary issues 
•  Unintuitive 

Spatial Convolution: Sliding Window 

Convolved Image 
Spatial Domain 

Convolved Image 
Fourier Domain 

FFT IFFT 



FCNN: Pooling 

Fourier Pooling: 3D Truncation 

What is Fourier Pooling doing? 
Why truncate here? 

What information are we losing? 

Spatial Pooling: Max or Average pooling. 



FCNN: Method 
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Standard	Neural	Network	Architecture	 

!  Input  
!  layers of convolution 
!  Final layer outputs classification prediction 
!  Back propagation using SGD 



FCNN: Method 
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Implementation: Hardware & Software 

Hardware 
!  NVIDIA k40 GPU card 

!   12GB RAM 
!   2880 CUDA parallel-processing cores 

!  HP Z840 

Software 
!   Keras: The Python Deep Learning library 
!   theano machine learning back-end 
!  CUDA 8 



Results: Fourier Pooling 

Comparison of computation time in 
seconds for pooling an image using 
common and FCNN techniques. 

How much of the original data does 
each pooling method retain? 



Results: Fourier Convolution 

Computation time on an NVIDIA K40c GPU for the convolution of a single image of the 
given size, using Fourier and spatial convolution layers. 

•  Faster convolution 
•  Scales more efficiently 
•  Can deal with larger images  
•  Allows for deeper architectures 



Results: Comparison 



Discussion 

!  Extend FCNN to other types of neural network architectures   
!  DenseNet, Residual Networks etc 

!  Create a standardized large dataset of larger images for 
benchmark testing to expand image classification from cifar10 
and MNIST. 

!  Kaggle datasets, Medical Images: OCT, MRI, Fundus 

!  Retained accuracy on current benchmark datasets  



Conclusion 

Fourier Convolutional Neural Networks provide faster, more applicable, training 
times for larger images on CNNs. This allows CNN to train on higher resolution 
images for medical diagnosis.  

Why convolve when you can multiply? 



Acknowledgements 


